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ABSTRACT
IR-sensors are mainly utilized in video surveillance systems in order to provide vision during nighttime and
in diffuse lighting conditions. The dynamic range of IR-sensors usually exceeds that of conventional display
devices. Hence, range compression associated with loss of information is always required. Range compression
methods can be divided into global methods, which are based on the intensity distribution, and local methods
focused on smaller regions of interest. In contrast to local methods, global methods are computationally efficient.
Nevertheless, global methods have the drawback that fine details can be suppressed by intensity changes at image
locations which are unrelated to the object of interest. In order to overcome these restrictions, we propose a
method to render IR images based on high level object information. The overall processing pipeline consists
of a contrast enhancement method, followed by object detection, and a range compression method that takes
the location of objects into account. Here we use pedestrians as an exemplary object category. The output of
the detector is a rectangular bounding box, centered at the person location. Restricting range compression to
a person location, allows to display details on the person surface that most probably would remain undetected
using global range compression methods. The proposed combination of rendering with high level information
is intended to be integrated in a surveillance system to assist human operators. Towards this end, this paper
provides some insights into the design of visualization tools.
Keywords: high dynamic range compression, object detection

1. INTRODUCTION
Conventional display devices, like monitors utilized in video surveillance systems, still have the disadvantage of
a limited dynamic range. Most range compression approaches are focused on generating images that faithfully
depict the full visual dynamics of the whole scene. In order to assist human operators in IR-sensor based video
surveillance systems this paper provides a processing pipeline to enhance images by making details visible in
regions of interest instead of focusing just on dark or bright regions unrelated to a person.
Mainly in the field of HDR-rendering, several range compression methods have been proposed which can
also be applied to IR-sensor data. However some additional considerations have to be made. Although the
major focus of most HDR rendering methods lies on preserving the information content of the original image,
some approaches also take characteristics of the human visual system into account, such as time adaptation to
darkness, change in visual acuity, and effects like veiling glare. Existing methods can roughly be divided into two
main classes: global or tone reproduction curve (TRC) and local or tone reproduction operator (TRO) (see1 ).
Global methods compress the dynamic range by defining a function that maps the original input intensities into
the range of the display devices. Global methods are computationally efficient and therefore suitable for real
time applications. However, the drawback here is that fine details in a region of interest can be suppressed by
intensity changes at any image location. Figure 1 for example illustrates such an event, where most details in
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Figure 1. The figure shows three images capturing different moments during an explosion. The explosion leads to a local
intensity change and strongly influences the result of a global range compression method.

the scene are suppressed using a global strategy. Therefore it becomes impossible to decide whether a person is
carrying equipment or not.
Nevertheless, global methods are well-established and commonly used. Some early work was done by Tumblin
& Rushmeier2 as well as Ward.3 Tumblin & Rushmeiers global operator aimed to match the perceived brightness
of a displayed image with that of the scene, while Ward solved this problem by matching the perceived contrast
between displayed image and the scene. Later Pattanaik et al.4 extended the perceptual framework of Tumblin.
Qiu et al.5 formulated the range compression problem as an optimizing problem. They argued that an ideal
mapping operator should be between linear quantization and histogram equalization. On the other hand, local
methods are superior in preserving details and local contrast in the images by taking the pixels spatial context
into account. Local methods mimic the local adaptation behavior of the human visual system, but unfortunately
often cause undesirable halo-like artifacts. Despite of inducing artifacts, the main disadvantage of local methods
is that the spatial processing is computationally expensive and therefore these methods are difficult to integrate
in a real-time video surveillance system. In this context, the work of Durand and Dorsey6 should be mentioned.
They introduce a multi-layer method which is based on a two-scale decomposition of the image (base and detail
layer). The base layer is used to encode large-scale variations by using bilateral filtering. Only the base layer has
its contrast reduced and the detail layer is left untouched. The choice of the bilateral filter ensures that edges
are preserved in the decomposition process, which thus prevents the generation of halo artifacts during image
reconstruction. A bilateral filtering method was also adopted by Li et al.7 There, the base layer is adjusted
by a mapping function and the detail layer is adaptively enhanced by a gain map. Finally, both layers are
combined to obtain low dynamic range images with good local contrast. Reinhard et al.8 based their method on
the well-known photographic practice of dodging-and-burning to reproduce the local contrast for high contrast
images.

Figure 2. An example which shows how object information can help to preserve details on persons. Left: Resulting image
after gradient manipulation and range compression. Right: Resulting image when range compression is restricted to the
minimal enclosing bounding box.

Person detection and tracking is a core component of automated surveillance systems. Therefore it seems
natural to couple detection results with range compression methods, required for displaying IR-images. In

order to overcome the restrictions of global methods while still being able to profit from their computational
efficiency, we propose a method to render IR images based on high level object information. Object information
is provided by a person detector. Restricting global range compression methods to person locations can help to
reduce the influence of changes in the scene on the visualization quality with respect to intensity changes in the
scene. Depending on the localization accuracy of the person detector the influence from background structures is
reduced making it thus possible to display details on the person surface (see figure 2) which would be otherwise
suppressed.
The more precise the person surface is enclosed, the less background information is passed to range compression. Although some person detectors are able to generate accurate segmentations, most state-of-the-art person
detectors generate rectangular bounding boxes. Since we do not prefer a specific person detector, we focus on
rectangular regions of interest. For a survey on state-of-the-art person detection methods the reader is referred
to9 and.10 Although most detectors are designed to detect persons under widely varying conditions only few
detectors are evaluated beyond the visible spectrum. The detectors mainly rely on sensor-specific features which
might not be perceivable in infrared sensor data. Therefore we use the approach described in11 and12 which is
based on local features thus has been successfully applied in visible and in the IR spectrum. By selecting the
detector and combining the person location information with the range compression, the main components of
the proposed framework are defined. As a preprocessing step, we integrated contrast enhancement as described
in.13
The paper is structured as follows. In section 2 the overall processing pipeline is described. Section 3 evaluates
our approach on video sequences recorded with a long-wave infrared sensor mounted on a moving vehicle. In
section 4 some conclusions are made.

2. PROCESSING PIPELINE
The processing pipeline of the visualization system consists of three main modules. These modules are contrast
enhancement, person detection, and range compression. In figure 3 the overall processing pipeline is depicted.
Here we chose a gradient based method for contrast enhancement as described in.13 For detecting and tracking of
people we use the appearance based approach described in11 and.12 For range compression we follow the approach
described in,14 which allows a continuous shift between histogram equalization and linear quantization.

(a) For contrast enhancement
gradient magnitudes are manipulated while keeping gradient
directions unaltered.13 The figure shows attenuation factors
for three levels of the Gaussian
image pyramid. Darker shades
indicate stronger attenuation.

(b) An object detector provides
high level information. Here,
we use an implementation of the
method described in11 and12 for
person detection which is based
on the generalized hough transformation.

(c) One example which shows
localized range compression. As
object information the minimal
enclosing bounding box is used.
Range compression is done with
a superposition of histogram
equalization and linear scaling
as described in.14

Figure 3. The main modules of the visualization system.

2.1 Contrast Enhancement
For contrast enhancement, we follow the local method proposed in.13 The method is based on the observation
that any drastic change in the luminance across a high dynamic range image must give rise to large gradient
magnitudes at some scale. On the other hand, fine details, such as texture, correspond to gradients of much
smaller magnitudes. The method of Fattal et al.13 manipulates gradient magnitudes and keeps gradient directions
unaltered. As a consequence the method preserves the image content, and allows adjustment of local contrasts.
This goal is achieved by applying an appropriate spatially variant attenuation mapping Φ to the magnitudes of
the gradients ∇H(x, y) (H(x, y) monotonic transformation of the image I(x, y), see section 2.3) to determine a
modified gradient field G(x, y):
G(x, y) = ∇H(x, y)Φ(x, y).

(1)

The reconstructed intensities are unique up to an additive constant and can be determined by efficiently
solving a second order differential equation on the modified gradient field G(x, y). These intensities still need
to be mapped to the dynamic range of the display device. As mentioned, a multi-resolution edge detection is
necessary to detect significant intensity transitions. In order to avoid halo artifacts Fattal et al.13 suggested
a solution to propagate the desired attenuation from the level on which it was detected to the full resolution
image. After constructing a Gaussian image pyramid, the gradients at each level l are computed by using central
difference to determine an attenuation factor Φ(x, y) for each pixel:
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This attenuation factor Φ(x, y) is controlled by two parameters. The first parameter α determines which
gradient magnitudes remain unchanged. For β < 1 gradient magnitudes larger than α are attenuated, while
magnitudes smaller than α are slightly magnified. As proposed in,13 we set α to 0.1 times the average gradient
magnitude and β to 0.9. Finally, full resolution gradient attenuation function Φ(x, y) is computed from coarse to
fine, where l defines the level of a Gaussian pyramid. The described contrast enhancement can be splitted into
two major steps. First, the gradient manipulating including the mapping in a new dynamic range (see figure
3(a)) and second the range compression.

2.2 Person Detection
The region of interest for localized range compression is generated by a person detector. A common method for
performing multi-scale person detection is a sliding window classification. For every window location and scale
a binary classification is done. Mainly variants of support vector machines or boosting algorithm are used as
classifiers. The final object location is determined by non-maximum suppression. Most state-of-the-art person
detectors follow this sliding window paradigm like the approach of Felzenszwalb15 and the Fastest Pedestrian
Detector in the West.16 Although the person detectors differ in many aspects, the output of such a sliding
window based detector is always a rectangular bounding box centered at the person location. Here, we use
an implementation of the method described in11 and12 for person detection. The approach is based on the
generalized hough transformation and extends the work of Leibe et al.17 The person location and thus the
enclosing bounding box is determined by mean-shift search in the hough voting space and therefore the enclosing
bounding box has to be inferred from local feature positions contributing to a person hypothesis. In terms
of temporal stability of the bounding box, this method is more sensitive than methods following the sliding
window paradigm, because the result not only depends on the overall detector performance, but additionally on
the stability of interest points. For our application the ISM approach is more demanding than sliding window
approaches, because object centric range compression strongly relies on a tight and stable bounding box. Hence,
the output of such a local feature based detector is in terms of a stable bounding box the worst-case solution. This
means that if the proposed visualization performs well with this kind of detector as high level object information,
the detector can easily be replaced.

This section briefly describes several aspects of the person detection method employed here. For more details
the reader is referred to the original papers (11 and12 ). During training, local features (we picked SIFT18 over
other local features like SURF19 or a combination of Harris20 and Shape Context21 , because they offer more
robustness as shown in22 ) are extracted from positive training samples. After a clustering stage, where feature
prototypes are built, an Implicit Shape Model (ISM)17 records the spatial occurrence of features in terms of
person center offsets. This nonparametric feature distribution together with the appearance prototypes build
the codebook. The key idea of the approach described in11 is that the ISM is extended for tracking. In order to
detect persons, extracted features from an input image are matched with the codebook prototypes. Depending
on the spatial distribution of matching prototypes, votes for possible person center locations are cast in a 3D
(two image dimensions and scale) hough-voting-space. In the hough-voting-space a mean-shift maxima search is
conducted to accurately identify person center locations. The region of interest for a localized range compression
can be calculated by the enclosing rectangle of all feature positions contributing to a person hypothesis. The
hough based detection method is stabilized by incorporating tracking information on the level of SIFT features
contributing to a person hypothesis. This extension significantly leads to an improvement in the stability and
accuracy of the bounding box. At time t an object hypothesis includes predicted and observed features. Note
that this can also be an empty hypotheses set. For feature motion prediction a Kalmanfilter is used. In order
to determine feature correspondences, features extracted in the current input image are matched with features
predicted from the last time step. This integrated information is used to build a hough-voting-space with two
major differences compared to the standard detection procedure (see11 and12 for details). First the vote weights
dependent on whether a feature correspondence could be found or not. Secondly, votes which result from a former
hypothesis are tagged with the specific hypothesis ID and their weight is increased when they are repeatedly
confirmed by new image data. The tracking itself is performed in the hough-voting-space by starting a mean-shift
search separately for each known hypothesis.

2.3 Range Compression
The final modul in the processing pipeline is the localized range compression. The basic requirements for
displaying the IR-image, namely that the overall brightness should be correct and that there should be enough
detail in the reproduced images are subjective and scene dependent. Hence, some of the proposed steps are
optional. They are incorporated in order to account for dealing with some specifies of IR-images. The parameter
settings are solely under the subjective control of an operator.
As a first step, we use histogram clipping to cut off a very small percentage of the dynamic range of the IRimage. This is usually done due to the fact that infrared sensors are susceptible to pixel errors. The corresponding
intensity values lie at the border of the dynamic range and distort the natural intensity distribution. Applying
a logarithmic transformation which compresses the luminance to influence the brightness of the mapped image
is common for HDR images.23 In the case of IR-data, this can be crucial, because the important information
about details of observed persons lies in brighter intensity regions. Therefore, highlighting darker image areas
may give no benefit. According to this, an exponential transformation can enhance the level of details on
persons, but should be used with caution since context information can be destroyed, particularly without using
object information. After applying such transfer functions a quantization is still required. A standard global
compression method is linear quantization as illustrated in figure 4(a). In this case, the dynamic range of an
IR-image is divided into equal intervals, and pixels falling into the same interval are compressed so that they
have the same display value. Quantization is done purely on the basis of the dynamic range without taking
the intensity distribution into account. On the other hand histogram equalization, as shown in figure 4(b), is
entirely based on the intensity distribution. Histogram equalization ensures that an equal number of pixels falls
into every display value interval. Here, the actual pixel values spanned in the intervals are ignored. On the
one hand, linear quantization can result in an under utilization of all displayable values. On the other hand,
histogram equalization exaggerates contrast in densely populated intervals, while compresses too aggressively
sparsely populated intervals. Therefore, Qiu et al.5 argued, that an ideal mapping operator should be between
these standard strategies. Quantization is formulated as an optimization problem. An optimal quantization is
determined by minimizing
Eas = El + λEh .

(3)

(a) Linear mapping divides the high dynamic
range into equal length intervals.

(b) Histogram equalization mapping divides the
high dynamic range into intervals each containing
equal number of pixels.

(c) By using a linear superposition of both global
mapping operators, the dynamic range is divided
into N intervals in such a way, that the cutting
points len fall in between those of the linear mapping and histogram equalization.
Figure 4.

Equation 3 describes a linear superposition of the terms El (see equation 4) representing linear mapping and
Eh (see equation 5) representing histogram equalization. By minimizing El the dynamic range is divided into
equal length intervals (l1 = ... = lN −1 ), while only considering Eh every interval [ek−1 , ek ] (k ∈ {1, ..., N − 1})
contains equal numbers of pixels. In order to find optimal cutting points len , there are the options of using the
lengths of the interval, the number of pixels, and the position of the interval centers, as formulated in equation
5 and 4. Moreover, in24 the authors reformulated the optimization function by replacing El through Er (see
equation 6), the reconstruction error and used frequency sensitive competitive learning (FSCL) as a minimization
method. Therefore, a mapping by a quantizer that minimizes EF SCL = Er + λEh tends to maximize the rate
distortion ratio and to information content of the input signal. Although the FSCL solution reflects the intensity
distribution of the scene, densely populated intensity intervals are always over-quantized, which can result in a
lack of contrast. In addition to the FSCL solution Qiu et al.24 proposed another heuristic solution. Also in,5
only a heuristic solution is presented to minimize Eci = El + λEh with respect to the interval centers.
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In this paper, we use Eas = El + λEh regarding the number of pixels falling between the cutting point
len , because it allows a closed form solution. The same authors, Qiu et al.,14 re-formulate Eas to develop a
analytic solution. So, let Sle (k) be the pixel population falling between two cutting points. Once Sle (k) is
found, the cutting points lek can be determined by counting pixels. Let Sl (k) be number of pixels falling inside
a linearly mapped interval (cutting points lk−1 and lk ). Therefore Sl (k) is fixed for a given image. Assuming
equally distributed intensity values, then Sl (k) is equivalent to the result for the case of histogram equalization
Se (k) = N1 . With these assumptions Eas = El + λEh can be rewritten in terms of Sl (k) (known), N (given),
and Sle (k) (unknown), leading to equation 7:
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Where λ is a weight factor, by choosing an appropriate value, a balance between the two extreme forms can
λ
be struck. Setting λ = ∞, optimizing Eas leads to histogram equalization (Sle (k) → λN
) and λ = 0, optimizing
N Sl (k)
Eas to linear scaling (Sle (k) → N ).

3. EXPERIMENTS
The reproduced images strongly depend on the parameter settings and a scene. In order to give several hints for
tuning the system, we discuss several effects, which can lead to non-optimal output and infer a metric to make the
complete system rateable. All the experiments are done on video sequences recorded with a long-wave infrared
sensor from a moving vehicle. As mentioned in section 2.2, a common output of person detectors are rectangles
centered at person locations. Even assuming all persons in a scene are perfectly localized, the person enclosing

bounding box still includes background intensities. Hence, without precise person segmentation the localized
range compression is always affected by background information. The best possible result can be achieved by
only considering intensities from foreground pixels. By varying the value of the weight factor λ (see equation 9),
we compare the influence of background information, originating from the person detection method, on different
linear superpositions of histogram equalization and linear quantization. Evaluation is done by gradually changing
the minimal enclosing bounding box and computing the histograms of the localized range compression by only
considering annotated person pixels. For comparison, we use a slightly modified form of the standard histogram
correlation as metric
d(ϑ~1 , ϑ~2 ) = maxτ

1
kϑ~1 kkϑ~2 k

Z
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~ 1 (x)ϑ
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ϑ
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Since small changes in intensity cannot be perceived on a display by human eyesight, we decided to allow
small variations along adjacent histogram bins. If all the intensity values of a person are located in small range,
it is possible that a mapping leads to a histogram with high density on only a few intervals. By using standard
correlation, through the discontinuity of a histogram, a small change in the quantization levels can result in
a strongly deviating histogram without any change of the visual impression. In particular for IR-data this

(a) Calculation of the modified histogram correlation for annotated foreground pixels by gradually varying of the person enclosing bounding box.
The average variations of the bounding box size for persons crossing the
field of view are depicted through the vertical lines.

(b) λ = 0

(c) λ = 1

(d) λ = 5

(e) λ = 0

(f) λ = 1

(g) λ = 5

Figure 5. Evaluation of the influence of background information originating from the person detection method for different
λ values. The bottom row shows some corresponding reproduced images without (5(b), 5(c), and 5(d)) and with localized
range compression inside a minimal enclosing bounding box (5(e), 5(f), and 5(g)).

scenario is common, because the pixel distribution on the person itself mainly includes high intensities. For all
experiments, a shift of up to 5 histogram bins is allowed.
Figure 5(a) shows results from the modified correlation metric (equation 9) considering only foreground
pixels when the bounding box is gradually scaled. The corresponding images are shown in figure 5 (bottom row).
The figures 5(b), 5(c), and 5(d) show the outputs for weight factors λ = 0, 1, 5 without person detection and
the analogous images with person detection are illustrated in the figures 5(e), 5(f), and 5(g). In this selected
example one can see, that for the chosen weight factors the intensity values on the person lie in a range where
no details are visible. Here, a stronger weighting towards histogram equalization leads to strengthening of the
detail suppression on the person. This effect can be counteracted by restricting the global mapping to the person
location, where for higher λ values also the amount of visible details is increased compared to global range
compression. In the case of increased influence of background information, the distance between foreground
histograms drops faster for higher λ values (see 5(a)). As mentioned in section 2.2 the bounding box of a local
feature based detector varies stronger compared to approaches following the sliding window paradigm. In order
to obtain a perception for the temporal bounding box variations, we measured the frame to frame size variation,
while dividing between increasing and decreasing. Thereby, we only considered stable person tracks, where the

(a) Comparison of the deviance between ideal segmentation histograms for
gradually changing affection of background information. The vertical lines
depict the average variations of the bounding box size for persons crossing
the field of view.

(b) λ = 0

(c) λ = 1

(d) λ = 5

(e) λ = 0

(f) λ = 1

(g) λ = 5

Figure 6. Evaluation of the influence of background information originating from the detector output for different λ
values. In this example scenario a single person stands before a relative inhomogeneous background. For some λ values
the corresponding reproduced images are visualized in the bottom row. In figure 6(b), 6(c),and 6(d) without using high
level information and in figures 6(e), 6(f) and 6(g) with a minimal person enclosing rectangle as range compression
localization information.

v̄decrease
0.88

frame to frame bounding box variation
v̄increase σvdecrease σvincrease maxvdecrease
1.09

0.09

0.14

2.15

maxvincrease
0.51

Table 1. Measured frame to frame bounding box variation of the detector output by only considering correctly tracked,
fully visible persons crossing the field of view.

person identities remain equal over more than 20 frames. Moreover, only person tracks which capture some
change in poses and articulations are considered. Hence, we picked tracks from persons crossing the field of view
of the mounted sensor, where the persons are fully visible over the complete tracking sequence. The results can
be seen in table 1 and the average variations are depicted in figure 5(a), 6(a), and 8 through the vertical lines.
The maximum measured variation results from unstable interest points on limbs e.g. foot, hand etc. which can
lead to a drastic change in the size of the bounding box. Inside the standard frame to frame variation interval
the histogram distance is approximately equal for every λ. For higher variation the difference between the range
compression strategies is more evident.

(a) Linear scaling with a slightly modified intensity distribution without using
detector information

(b) Localized linear scaling with a slightly
modified intensity distribution

(c) Linear scaling with a strongly modi(d) Localized linear scaling with a
fied intensity distribution without using
strongly modified intensity distribution
detector information
Figure 7. Simulation of temporal intensity distribution change for a static scene by gradually increasing intensity values
unrelated to person locations.

Another selected example, which shows a person in front of a more heterogeneous background and where
the resulting images show more details on the person surface, is visualized in figure 6. Although the parameter
settings are identical to the previous example, the images provide a different visual impression. The figures 6(b),
6(c), 6(d), 6(e), 6(f), and 6(g) show some examples for different λ values without and with a minimal person
enclosing rectangle. In this case, linear scaling applied to the overall dynamic range leads to a very detailed person
surface(6(b)), but the combination with the detector output makes no significant visual difference (6(e)). Large

weight factor values lead to a clearer visualization of darker image regions, with the side effect of brightening the
overall image and losing person information. Again, the object information helps to preserve details. Further,
the method generates more distinctive images for a stronger histogram equalization weighting (see figures 6(f)
and 6(f)). Comparing the influence of background intensities and determining the deviation between histograms
based on ideal segmentations for varying bounding box sizes leads to a similar result as in the previous scene.
The results are shown in figure 6(a). As before, a shift towards histogram equalization leads to an increased
foreground histogram distance for stronger bounding box variations. For both scenarios the benefit of using
high level information seems to be stronger for higher λ values. But both cases capture only a single frame
where the overall dynamic range is not influenced by intensity changes unrelated to the person. In order to
simulate a temporal intensity change for a static scene (comparable to the situation in figure 2), we manipulate
some intensity values unrelated to person locations while keeping the other parameter settings fixed. Some
resulting images are shown in 7. By manipulating the gradient magnitudes as described in section 2.1 the
influence of a radiance source (e.g. an explosion, a back light source etc.) on the overall visual impression, is
reduced. Therefore, we waive on gradient manipulation in this example. As shown in figure 7(a) and figure
7(b), restricting the linear mapping leads to some sort of standard highlighting of detected persons. But there
is no significant difference in terms of a better visualization of details corresponding to foreground pixels. In
the bottom figures (7(c) and7(d)) the range compression is increasingly influenced by the simulated radiance
source. The visualization of the person stays constant, while the overall image is darkened. The benefit from the
detector output naturally depends in such a situation on the ability of the detector being able to compensate
intensity change.
So far we only considered foreground pixels for the histogram distances. In figure 8 for selected person
detections the size of the surrounding bounding box is varied and the histogram of the new person region is
compared to the minimal enclosing bounding box histogram. Criteria for the selection of persons are, that the
persons are fully visible and do not interact with others. Contrary to the results when considering only foreground
pixels, a stronger weighting in favor of histogram equalization leads to an increased histogram stability, even
for large bounding box size variation. In figure 8 the average histogram distance is plotted for λ = 0 and 5
with corresponding standard derivations. The larger values of the determined standard derivations in the case
of linear scaling indicate a stronger scene dependency. For λ = 5 the mean histogram distance stays almost
constant with a small standard deviation.

Figure 8. The chart contains two graphs that refer the average histogram distance from varying bounding box sizes to the
minimal enclosing bounding box. The average scale variation for crossing persons is depicted by the vertical lines.

These initial results show that in the case of precise person segmentation a linear scaling has minor influence on
the appearance of person surfaces. In the case of additional background intensities, a stronger weighting towards
histogram equalization leads to similar results. Further, scene dependencies are reduced. Within the interval of
the average temporal bounding box variation, there is no significant difference for any chosen λ concerning the

(a) λ = 0, (b) λ = 0,
minimal
1.6 × minenclosing
imal enclosbounding
ing boundbox
ing box

(c) λ = 0,
without
localized
range compression

(d) λ = 1, (e) λ = 1,
minimal
1.6 × minenclosing
imal enclosbounding
ing boundbox
ing box

(f) λ = 1,
without
localized
range compression

(g) λ = 5,
minimal
enclosing
bounding
box

(h) λ = 5,
1.6 × minimal enclosing bounding box

(i) λ = 5,
without
localized
range compression

Figure 9. A detailed view on some particular resulting images by gradually varying of the person enclosing bounding
box from figure 6. The figure 9(a), 9(d), and 9(g) show the result if using a minimal enclosing bounding box. The
corresponding results in the case of by a factor 1.6 increased bounding box are illustrated in the figures 9(b), 9(h), and
9(h). The figures 9(c), 9(f), and 9(i) show the result in the case of a non localized range compresion.

histogram correlation. Overall the resulting visualization rather depends on the overall parameter settings then
on the choice of a certain person detector. According to the results without object information, a recommendatory
range compression should be between the two extreme forms. An appropriate choice of a person detector should
only depend on the detector performance in terms of their primary ability of detecting people. In order to get
an impression of how different histogram correlation values reflect a perception image, figure 9 shows a detailed
view on resulting images for a minimal enclosing bounding box, a bounding box which diverges by a factor 1.6,
and the same partial view when not using a localized range compression. These result belong to the histogram
distances from figure 6(a). In this particular scene only a difference over 0.1 is noticeable, such as between
figure 9(g) and 9(i), where the corresponding histogram correlation for non-localized range compression can be
estimated through the convergent part of the correlation curve.

4. SUMMARY
In this paper, we presented a processing pipeline for rendering IR-videostreams. The pipeline consisted of
a gradient manipulation in order to enhance the contrast, than we used object information, provided by an
object detector, to localize the range compression. Within the proposed processing pipeline, we combined the
approaches from Fattal et al.13 and Qiu et al.14 The initial experiments presented here showed promising
results. Future work needs to include a thorough evaluation on larger datasets. In despite, the currently used
range compression method, a superposition of histogram equalization and linear scaling, can be replaced by a
quantizer that maximizes the rate distortion ratio and therefore preserves maximum information.
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